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ABSTRACT

Managed pressure drilling operates the wellbore as an actively actuated hydraulic system in which choke and pump commands
continually reshape pressure and flow signals. This operating mode reduces large excursions but makes early gas influx
discrimination more difficult because the dominant surface observables are simultaneously driven by control interventions,
compressible storage, frictional variability, and multiphase inventory changes. In oil-based and synthetic-based fluids, part of an
invading gas mass can dissolve into the circulating liquid and induce swelling, producing pit-volume and density shifts without an
immediately dominant free-gas holdup. This paper formulates influx diagnosis as an interventional causal identification problem
rather than as a residual-threshold task. The technical contribution is a structural causal model for annular hydraulics with
thermodynamics-augmented latent inventories, paired with an invariant-causal learning objective that exploits routine control
interventions as quasi-experiments. A constrained causal discovery layer identifies a minimal adjustment set for influx effects
under partial observability and sensor bias, while a counterfactual simulator computes risk-relevant outcomes under hypothetical
choke trajectories. The method separates actuation-induced transients from influx-driven signatures by enforcing invariance
of causal mechanisms across intervention regimes and by penalizing spurious predictive paths that fail under do-operations.
A practical estimation algorithm is derived using intervention-conditioned variational inference with inequality-consistent
parameterizations for phase partition and swelling. Numerical studies demonstrate improved separation of swelling-consistent pit
gain from free-gas-driven compressibility, stable behavior under intermittent telemetry and closure mismatch, and calibrated
counterfactual risk estimates for short-horizon decision support.

deviations, and maintain circulation objectives. From an infer-
1. Introduction ence perspective, however, this success introduces a structural
complication: the same boundary interventions used to stabilize
the system become the primary drivers of the very signals used
for diagnosis. Surface pressure, flow-out, and pit-volume trajec-
tories become mixtures of (i) the causal response to deliberate
interventions, (ii) the response to unmodeled disturbances such
as cuttings loading and rheology drift, (iii) the response to latent
Article info: multiphase inventory changes, and (iv) sensor bias and filtering.
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Managed pressure drilling has transformed the operational land-
scape for wells with narrow margins by shifting the hydraulic
regime from passive to actively actuated [1]. Choke backpres-
sure and pump schedules are adjusted continuously to shape
bottomhole pressure trajectories, reduce the probability of large
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Figure 1 Interventional SCM overview. Controlled actuation Uy, drives hydraulics while influx A, perturbs latent inventories. Thermodynamic
partition d, s mediates swelling-like volumetric signatures distinct from free-gas compressibility. Bias states and closure uncertainty are explicit

to avoid spurious attribution under active managed-pressure control.
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Figure 2 Dynamic SCM slice (two-step view). State propagation carries hydraulic and thermodynamic inventories forward while interventions
enter as externally set boundary conditions. Slow-drift closure parameters and sensor bias states are modeled as separate latent processes influ-

encing dynamics and measurements without being mistaken for influx.

patterns can be altered by routine interventions and can differ
across operating envelopes without any influx occurring.

A second complication is thermodynamic partitioning of gas
mass between free and dissolved inventories. Early-stage influx
in oil-based and synthetic-based systems can be buffered by
dissolution, producing liquid swelling and altered volumetric re-
turns without immediate formation of a large free-gas holdup [2].
The consequence is that two latent regimes can generate similar
early pit trends: a regime in which free gas accumulates and
migrates upward, and a regime in which a comparable gas mass
is largely dissolved at depth and expressed primarily through
swelling and density modification. The operational response
to these regimes can differ because the near-term risks differ,
yet common heuristics can map both regimes to the same alarm
condition. A mechanistic view of this ambiguity is supported by
the thermodynamic modeling literature; for instance, Manikonda
et al. (2020) [3] introduced an initial thermodynamics-based for-
mulation that, for the first time, enabled operational estimation
of gas-kick dissolution effects in oil-based drilling fluids and
their volumetric implications for interpreting pit behavior. The

present work does not seek to reproduce a full thermodynamic
solver online, but it treats dissolution buffering as an explicit
latent mechanism that must be accounted for when interpreting
intervention-driven transients.

Beyond dissolution, closure uncertainty also challenges infer-
ence. Transient predictions depend on gas density, gas viscosity,
and related PVT properties that enter hydrostatic and frictional
gradients, and small correlation errors can accumulate into
materially different pressure and flow predictions over the annu-
lus. This is particularly damaging in managed pressure drilling
because the operating point can sit near constraints, so small
prediction errors can alter decisions [4]. Empirical evaluations
indicate that nontrivial residual errors remain even for compara-
tively accurate correlations in high-pressure high-temperature
ranges (Sleiti et al., 2021) [5]. Rather than treat closure mismatch
as an additive noise term at the output, this paper represents
closure uncertainty as structural uncertainty in specific causal
mechanisms and uses invariance across interventions to reduce
sensitivity to such mismatch.

The thesis of the paper is that early influx discrimination un-
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Figure 3 Latent partition mechanism for dissolution buffering. A reduced thermodynamic pathway maps p, T' to a solubility target d*,
relaxing into dissolved inventory d that drives swelling factor s. In parallel, free-gas proxy a drives compressible-storage signatures. Both
pathways can perturb pit-volume response, but with distinct causal footprints under pressure actuation.

Symbol Description Causal role

Uy Choke and pump commands Manipulated intervention
X Latent physical state Mediator of effects

Y Surface measurements Diagnostic outputs

Ap Influx disturbance Target causal effect

By Sensor bias states Nuisance / confounder
Cy Closure parameters Mechanism modifier

Hy, Ty Hydraulic and thermodynamic substates Structured partition of X,

Table 1 Core structural causal model variables and their roles.

der managed pressure drilling is fundamentally an interventional
causal identification problem. The system is not observed under
a single stationary regime but under a family of intervention
regimes induced by routine choke and pump actions. If one
can build a causal model that distinguishes which mechanisms
should remain invariant across interventions and which are di-
rectly altered by do-operations, then one can exploit intervention
diversity to separate influx-driven effects from actuation-driven
effects. This is qualitatively different from conventional model-
based filtering that treats inputs as known exogenous drivers and
tries to fit residuals. In a causal identification approach, the ob-
jective is to isolate the causal effect of a latent influx disturbance
on safety-relevant outputs, while adjusting for confounders that
are themselves influenced by interventions and while respecting
thermodynamic consistency of latent partitioning.

The technical contribution is an end-to-end causal-inference
architecture with three coupled components [6]. The first compo-
nent is a structural causal model (SCM) that formalizes annular
hydraulics as a set of causal mechanisms linking interventions,
latent inventories, and measurements. The SCM explicitly rep-

resents a dissolved inventory and swelling-mediated constitutive
pathways, and it encodes which mechanisms are intervention-
invariant. The second component is an invariant-causal learning
objective that estimates these mechanisms from operational
data by enforcing invariance of selected conditional distribu-
tions across intervention regimes and by penalizing predictive
paths that change under do-operations. The third component
is a counterfactual risk simulator that uses the learned SCM
to compute distributions of bottomhole pressure deviation and
surface-handling proxies under hypothetical interventions, en-
abling short-horizon decision support that is grounded in causal
effect estimates rather than in raw correlations.

The remainder of the paper is organized into four main
technical sections after this introduction. The next section
formalizes the SCM and identifies the intervention structure in-
duced by managed pressure drilling, clarifying how dissolution
and swelling appear as latent variables and how closure uncer-
tainty is represented within causal mechanisms. The following
section derives an invariant-causal learning framework for esti-
mating the SCM from mixed observational and interventional
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Figure 4 Invariant-causal learning stack. Operational data are partitioned into intervention-defined environments. A variational inference
encoder estimates thermodynamics-augmented latent coordinates, while constrained mechanism layers learn stable mappings. An invari-
ance penalty suppresses environment-specific predictive shortcuts, yielding posteriors suitable for causal effect estimation under explicit do-

interventions.

State variable  Proxy contents

Dominant effect

Observability

Pk Pressure node vector Hydrostatic and storage response Latent (inferred)
qk Mixture flow proxy Frictional pressure loss Partially observed
ay, Free-gas holdup proxy Compressible storage and density shift ~ Weakly observed
dg Dissolved-gas inventory ~ Swelling potential and solubility state ~ Latent

Sk Swelling factor Pit and density modification Latent

Ty Temperature proxy Solubility trend and PVT context Optional / sparse

Table 2 Latent hydraulic and thermodynamic state proxies in the dynamic SCM.

data, including constraints that enforce physically admissible
phase partition and swelling behavior [7]. The next section
develops counterfactual inference and risk estimation methods,
showing how the causal model supports do-interventions for
choke trajectories and how uncertainty is propagated to risk
measures. The subsequent section addresses algorithms and
numerical considerations, including identifiability, degeneracy
under limited excitation, and computational strategies for sta-
ble online updates. A final section reports numerical studies
and discussion, and the paper concludes with implications and
limitations.

2. Structural Causal Model for Actuated An-
nular Hydraulics with Latent Partitioning

A structural causal model represents a system as a directed
acyclic graph over variables with associated structural equations.
In a time-evolving physical system, the natural representation
is a dynamic SCM, in which variables at time t; are linked
to variables at time ¢ via causal mechanisms. For managed
pressure drilling, the key distinction is between variables that are
directly manipulated by the operator, variables that respond to
those manipulations, and latent variables that influence measure-
ments but are not directly observed. The causal identification

problem is to infer the influence of a latent influx on outputs
while accounting for the fact that interventions also influence
many of the same outputs [8].

Let Uy, denote the intervention vector at time tj, including
choke command, pump rate command, and any other bound-
ary actuation signals. Let X denote the latent physical state,
which is not fully observed but which includes pressure distri-
bution proxies, mixture flow proxies, free-gas inventory proxies,
dissolved-gas inventory proxies, and temperature proxies if
needed. Let Y} denote the measurement vector composed of
surface pressure, standpipe pressure, flow-in, flow-out, and
pit-volume change. Let By, denote sensor bias states, such as
pit calibration drift and flow meter scaling drift, and let C}
denote closure parameters, including friction multipliers and
PVT scaling parameters. Let A, denote an influx disturbance
variable, representing gas mass entry rate and onset behavior.
The SCM is defined by structural equations

Xi1 = f Xk, U, Ag, C, €,
Y = hXy, Uy, B e?,:
Byi = gBy, €}
Cr1 = Cy, €, .1

where e terms represent bounded or stochastic disturbances [9].



Mechanism Schematic form

Intervention invariance

Notes

State dynamics
Measurement map Y = h Xy, Uk, B
Dissolution relaxation
Swelling map sk = Sdg, pr, Tk
By = 9By

Ckl = Ck 62

Bias drift

Closure drift

Xi1 = f Xk, Uy, A, Ci

di1 = dj, At kgd* — dy,

Partially invariant
Locally invariant
Invariant
Invariant

Slow drift

Very slow drift

Physics-driven, actuated by Uy,
Includes bias and actuator imprint
Encodes solubility-driven partition
Bounded monotone response
Models calibration and scaling errors

Represents correlation mismatch

Table 3 Main structural mechanisms represented in the annular hydraulics SCM.

Identification purpose

Environmente  MPD pattern Intervention features

o Quasi-steady backpressure ~ Small choke steps

P Pressure ramps Large, smooth choke moves
ePmP Pump transients Pump start / stop / ramps

eh Choke oscillation tests Designed backpressure cycles
eom Connections / off-bottom Reduced flow, altered returns

Calibrate steady hydraulic response
Excite compressible storage
Separate pump and choke effects
Stress-test invariance assumptions

Probe partition and swelling behavior

Table 4 Representative intervention-induced environments used for invariant learning.

The key causal distinction is that Uy, is subject to interventions,
so under a do-operation, the causal parents of U, are removed
and Uy, is set externally. By contrast, Ay, is not controlled and is
treated as a disturbance with a prior distribution that may depend
on geological context but not on Uy, under the do-notation of
managed pressure operations.

The SCM must represent dissolution and swelling as ex-
plicit mechanisms. To do so while remaining computationally
tractable, the latent state X, is partitioned into hydraulic vari-
ables Hj, and thermodynamic partition variables Tj. The
hydraulic variables include pressure node vector py, a flow
Proxy g, and a near-surface gas proxy ay. The thermodynamic
variables include a dissolved inventory proxy dj, and a swelling
factor proxy sy that modifies the mapping between mass and
volume. The key structural relations are that (i) the dissolved
inventory tends toward an equilibrium set by pressure and tem-
perature, (ii) the swelling factor is a bounded monotone function
of dissolved inventory, and (iii) the dissolved inventory and
swelling factor influence measured pit-volume change and hy-
drostatics indirectly [10]. In reduced form, this can be expressed
as

di1 = dy At kg (d*pi, Ty, — di) et

Sk = Sdk7pk7Tk§93 6?@ (22)

where d* is an equilibrium map and S is a swelling map. Both
maps are uncertain but bounded. The modeling objective in the
SCM is not to specify these maps in high fidelity; it is to encode
their directionality and boundedness so that the causal model
does not attribute arbitrary pit trends to arbitrary latent states.
The SCM also encodes how free gas and dissolved gas parti-
tion affects hydraulic response. Free gas increases compressible

storage and changes mixture density, influencing pressure tran-
sients under actuation. Dissolved gas affects density through
swelling but has a different compressibility footprint [11]. This
distinction is essential for separating swelling-driven pit gain
from free-gas-driven compressibility under interventions. In
the SCM, the hydraulic dynamics function f includes terms
that map oy and s into effective compressible storage and
density. A typical reduced representation is a network model
where pressure node updates depend on storage coefficients that
vary with ai, and on hydrostatic coefficients that vary with sy.
This yields causal paths

Ur = pr1, ok = DPr1, Sk — DPk1, Ar — g1, dg

while also allowing Uy, to influence dy; indirectly through pg
via the equilibrium map, reflecting that pressure interventions
can shift dissolution.

Closure uncertainty enters through C%, which influences
friction and PVT relations. In a causal view, closure parameters
modulate the strength of causal mechanisms rather than acting
as additive noise [12]. For example, a friction multiplier changes
the mapping from flow to pressure drop, and a gas density scaling
changes the mapping from pressure to hydrostatic contribution.
In the SCM, this is encoded by allowing f and & to depend
on C}, while also placing a prior on C}, and allowing it to
drift slowly. The key reason for explicit C'y is to prevent the
model from attributing all mismatch to influx or dissolution.
If closure uncertainty is ignored, an estimator may attribute
friction-induced pressure deviations to gas holdup changes,
creating spurious causal effect estimates.

The measurement model & links latent states to observations.
For pit-volume change, a relevant causal pathway is that swelling



Term Sketch expression

Role in learning

Data fit —log poyk | 2k, uk
Invariance penalty
Physics constraints AphyQphy 213 0

Complexity / priors KL or ¢1 penalties

Niny||Eery — Ery||?

Match surface measurements
Enforce stable mechanisms across e
Bound partition and swelling behavior

Control model capacity and sparsity

Table S Components of the invariant-causal learning objective.

Shallow neural map with priors

Mapping Inputs Structural property Implementation sketch
Equilibrium d* p, T Bounded solubility surface
Swelling S d,p, T Monotone in d, bounded

Fraction transform  Latent logits

Swelling factor Latent scale

Closure scalings Nominal PVT, friction

Values in 0, 1
Sk Z 1

Limited range multipliers

Monotone spline or positive weights
Sigmoid mapping of unconstrained vars
sk = 1 softplus-

Log-normal priors around unity

Table 6 Physically constrained latent mappings for partition and closure effects.

modifies volumetric return at surface for a given mass return, so
pit change depends on flow imbalance and on swelling-induced
density change. For pressure measurements, the dependence is
more direct [13]. For flow-out measurements, the dependence
includes both actual flow and sensor bias. The bias states By, are
included explicitly because biases can act as confounders: if pit
bias drifts, the observation Y}, can shift in a way that correlates
with interventions, producing spurious associations between
actuation and inferred swelling. Modeling bias as a latent state
introduces a causal pathway By — Y} that can be adjusted for
in causal effect estimation.

The SCM also clarifies which quantities can be treated as
interventions and which as endogenous variables. Pump and
choke commands are direct interventions. Measured casing
pressure, however, is endogenous: it responds to choke behavior
and to flow. This matters because naive adjustment can condition
on endogenous variables that are colliders, thereby biasing causal
effect estimates [14]. The SCM provides a principled way to
identify adjustment sets for estimating the causal effect of influx
Ay, on outputs, and to avoid conditioning on variables that would
open spurious paths.

To compute causal effects, the model must define do-
operations on Ug. Under doUy = u, the SCM replaces the
structural equation for Uy, with a constant assignment and re-
moves incoming edges. Then the distribution of outputs under do
can be computed by propagating the remaining structural equa-
tions. A schematic expression for the counterfactual distribution
of an output functional R is

pR | doug.xc = pR | Xo.xic, uo:x pXo:x | doug.x dXo.x
2.3)

where ug.x denotes a planned intervention trajectory. This
expression is the foundation for risk estimation later.

The challenge is identifiability: not all SCM parameters can
be learned from surface data, and not all causal effects are
identifiable without assumptions [15]. The present work adopts
a strategy aligned with invariant causal prediction: learn only the
mechanisms that can be validated as invariant across intervention
regimes, and treat the rest as bounded nuisance mechanisms.
This reduces overfitting and improves transportability across
operating conditions. The next section develops this learning
strategy and shows how invariance constraints are implemented
while respecting physical bounds on partition and swelling.

3. Invariant-Causal Learning with Physically
Constrained Mechanisms

Invariant causal prediction exploits the idea that causal mecha-
nisms remain stable across environments, while spurious corre-
lations can change when the environment changes. In managed
pressure drilling, routine interventions naturally generate mul-
tiple environments: different choke settings, pump schedules,
and backpressure profiles. These interventions change the dis-
tribution of some variables without changing the underlying
causal mechanisms that map causes to effects, provided that the
mechanism itself is not directly intervened upon [16]. The key
idea is to find a representation and parameterization of the SCM
such that the conditional distribution of specific variables given
their causal parents is invariant across intervention regimes.
This invariance can then be used both to learn mechanisms
and to identify which predictive paths are causal rather than
correlational.

Define environments e € £ as segments of operation char-
acterized by intervention patterns, such as quasi-stationary
backpressure segments, pump ramps, and choke transients. For
each environment, data consists of sequences of Uy, Y) and
possibly intermittent downhole telemetry. The goal is to learn



Quantity Definition sketch

Interpretation

Example use

pR | dou  Counterfactual output law
VaR,C Quantile of constraint C'
CVaR,C  Tail mean beyond VaR
Appp™ Max BHP deviation
AV Max pit excursion

o Max surface gas proxy

Distribution under planned trajectory
a-level limit of excursion

Expected severity of rare events
Constraint on pressure envelope
Volumetric capacity margin

Surface-handling intensity

Compare alternative choke schedules
Bound bottomhole deviation
Quantify worst-case MPD risk
Check kick tolerance

Assess trip tank / pit usage

Screen separator loading

Table 7 Counterfactual and risk quantities derived from the learned SCM.

Block Input

Output

Key feature

Abduction encoder

Latent dynamics smoother
Mechanism learner
Counterfactual simulator

Diagnostics module

Windowed Uy, Yi
Encoder outputs
Smoothed states, data
0, Zy., proposed u

Residuals, posteriors

Posterior over latent Zj,
Smoothed state trajectories
Updated 6

Samples of R

Invariance and uncertainty

Intervention-conditioned inference
Uses dynamic SCM structure
Invariance- and physics-regularized
Abduction—action—prediction loop

flags  Detects misspecification and gaps

Table 8 Algorithmic blocks for online causal identification and prediction.

parameters # of the SCM mechanisms such that, for selected
target variables, the conditional likelihood is consistent across
environments:

peYk ‘ PaYk; 0 ~ pe’Yk | PaYk; 0 (31)

for e, ¢’ in a set of environments where the mechanism should
be invariant. Here PaY}, denotes the causal parents of Y} in the
SCM. Enforcing invariance reduces the risk that the model uses
environment-specific correlations to explain the data.

In practice, one does not know PaY}, exactly, and the SCM
includes latent variables. The framework therefore focuses
on learning an invariant latent representation Z, that summa-
rizes the aspects of X}, that causally influence Y, and that
are stable across environments [17]. The representation is
thermodynamics-augmented: it includes explicit coordinates
for free-gas proxy and dissolved inventory proxy, along with
a swelling proxy that is constrained to be a bounded function
of dissolved inventory and state. This explicit design choice
reflects that a fully unconstrained latent representation can en-
tangle swelling and free gas and can yield spurious invariances
that do not correspond to physical mechanisms.

The learning objective combines three terms: a likelihood
term that fits measurements, an invariance penalty that discour-
ages environment-dependent residual structure, and a physical
constraint penalty that enforces bounds and monotonicity of
thermodynamic mechanisms. For a windowed dataset, a repre-

sentative objective is

L0 = —lo 2k, U
—— SPoYk | 2k Uk

Mov  IEerpf — Er0]?
eegll Tk 70|

)\phy i Qphyzk; 0 (3.2)
where 7,6 denotes standardized residuals, and Q1. penalizes
violations of physical constraints such as bounds on partition
variables and monotonicity of swelling with dissolved inventory.
The invariance term encourages residual statistics to match
across environments, reflecting that the mechanism should not
change with the intervention regime once the correct causal
parents are included.

A central issue is how to represent the thermodynamic par-
tition without embedding an expensive equation-of-state solve.
The approach adopted here uses a bounded equilibrium map
d*p, T; 0* and a bounded swelling map Sd, p, T'; 65 with para-
metric forms constrained by priors [18]. The representation
is selected so that it is expressive enough to capture uncer-
tainty but constrained enough to avoid unphysical behavior. At
this stage, the role of thermodynamic modeling literature is to
motivate the inclusion of such maps and to inform plausible
parameterization. Manikonda et al. (2021) [19] proposed an
early thermodynamics-driven swelling model for drilling mud
under kick scenarios, quantifying how dissolved gas can pro-
duce measurable volumetric expansion; this motivates treating
swelling as a mechanistically structured response driven by a
latent dissolved inventory, rather than as a free latent factor that
could spuriously fit any pit trend.

To maintain bounds without hard clipping, partition vari-



Scenario Description

Main confounder Evaluation focus

Nominal MPD
Dissolution-buffered influx
Free-gas influx

Friction variability

Pit bias drift

Closure mismatch

Actuated, no influx
Strong solubility, swelling
Weak solubility, free gas
Changing cuttings load
Slowly drifting pit offset

PVT / correlation errors

Friction and bias drift False positives, baseline stability
Similar early pit trends
Compressible storage
Pressure-only deviations  Robustness to friction mismatch
Apparent swelling Need for explicit bias states

Structured model error Uncertainty inflation and coverage

Table 9 Numerical scenario classes used in the simulation studies.

Limitation Cause

Mitigation direction

Low intervention diversity
Sparse sensing

Closure uncertainty
Thermal gradients

Operational adoption

Narrow MPD operating band
Limited or delayed telemetry
Imperfect PVT and friction laws
Strong T variation with depth

Complexity of causal outputs

Design gentle informational transients
Fuse extra channels when available
Conservative priors and online scaling
Enrich temperature coupling in SCM

Simplified risk summaries and HMI design

Table 10 Key limitations of the present framework and suggested extensions.

ables are represented in transformed coordinates. For example,
dissolved fraction and free-gas proxy are represented through
sigmoid transforms of unconstrained variables, ensuring val-
ues lie in 0,1. Swelling factor is represented as 1 softplus-
so it remains at least 1 while remaining differentiable. These
transforms are embedded in the mechanism parameterizations,
making the learning problem unconstrained in optimization
variables while enforcing physical admissibility in the implied
state.

Invariant learning must also respect intervention semantics
[20]. Some mechanisms are directly affected by interventions.
For example, the mapping from choke command to top pressure
is not invariant across choke calibration regimes, and may drift.
Such mechanisms should not be forced invariant across envi-
ronments where the actuator behavior changes. The framework
therefore constructs environment sets with respect to which
invariance is enforced selectively. Mechanisms that represent
physical transport and partition are enforced invariant across a
broad set of environments, while actuator-related mechanisms
are enforced invariant only within narrower operating bands or
are treated as nuisance with larger uncertainty.

The causal identification objective also includes a constraint
that discourages conditioning on colliders [21]. In a dynamic
SCM, conditioning on measured outputs that are affected by
both interventions and latent disturbances can open spurious
backdoor paths. To mitigate this, the learning uses a restricted
parent set: measurement likelihoods depend on current latent
state and current intervention but not on future measurements,
and the latent dynamics depend on interventions and latent
disturbances but not directly on measurement residuals. This is
consistent with a causal generative model and prevents certain

forms of information leakage that can make the model appear
invariant while actually exploiting acausal correlations.

Identifiability remains limited. Some parameter directions
can be weakly identifiable without sufficient intervention diver-
sity. The framework therefore introduces a controlled complexity
principle: prefer simpler mechanisms unless the data across
environments provides evidence that additional complexity is
needed. This is implemented by sparsity-inducing penalties
on mechanism parameters and by Bayesian priors that shrink
parameters toward nominal [22]. When intervention diversity is
sufficient, the invariance penalty encourages mechanisms that
generalize across environments, and when diversity is insuffi-
cient, the priors prevent overinterpretation.

The output of invariant-causal learning is a learned SCM
with a posterior over latent trajectories and over uncertain pa-
rameters, conditioned on observed data. This posterior supports
counterfactual reasoning: one can compute how outputs would
evolve under alternative interventions while holding latent dis-
turbance realizations fixed. This is the core advantage of a
causal formulation over a purely predictive formulation. The
next section develops counterfactual inference and shows how it
yields risk-relevant quantities for decision support, particularly
in the presence of dissolution buffering and swelling ambiguity.

4. Counterfactual Inference and Short-Horizon
Risk under Hypothetical Interventions

In managed pressure drilling, decisions often involve selecting
among intervention options: hold backpressure, increase back-
pressure, reduce pump rate, or adjust choke trajectory to manage
risk. A causal model enables counterfactual reasoning about

Regime discrimination under buffering

Separation of gas vs actuation effects
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these options: given the observed history and inferred latent
states, what would the safety-relevant outputs have been under
a different intervention trajectory? Counterfactual inference
is particularly valuable in dissolution-buffered regimes, where
the same observed pit gain can correspond to different latent
partitions and where the effect of a pressure change depends on
whether gas is free or dissolved [23].

The SCM supports counterfactuals through the abduction-
action-prediction procedure. Abduction infers a posterior over
latent variables and disturbances given observed data under the
factual interventions. Action replaces the intervention structural
equation with a new planned trajectory. Prediction propagates
the system forward under the new intervention while sampling
from the abducted posterior. The result is a distribution over
counterfactual outcomes that reflects both state uncertainty and
mechanism uncertainty.

Let Hj, denote the observed history up to time ¢, including

interventions and measurements. Let u{; & denote the factual

intervention sequence and u;f ;7 denote a proposed counterfac-
tual intervention over a horizon H. Abduction yields a posterior
pw | Hy over latent disturbances and initial state, where w sum-
marizes Ag.x, closure parameters, and latent initial conditions.
The counterfactual outcome distribution for an output functional
Ris

pR | "y, dou! = pR | w, dous! pw | Hy dw 4.1)

where R may be a maximum bottomhole pressure excursion, a
maximum surface gas proxy, or a pit-capacity excursion over
the horizon [24].

A central technical issue is that counterfactual prediction
must respect thermodynamic partition consistency. A pressure
increase under a counterfactual choke trajectory can increase
solubility and shift mass from free gas to dissolved inventory,
which can reduce surface gas proxy risk while potentially in-
creasing swelling and pit excursion risk. A pressure decrease can
drive exsolution, potentially increasing free gas and surface risk.



These directional effects can be represented in the SCM through
the equilibrium and relaxation mechanisms, but uncertainty
in those mechanisms must be propagated. The counterfac-
tual distribution therefore often exhibits multi-modal structure
when partition uncertainty is large: one mode corresponds to
buffering-dominant outcomes and another corresponds to free-
gas-dominant outcomes. Rather than collapse this distribution
to a mean, the framework computes risk measures that depend
on tail behavior [25].

Risk measures are defined on functionals of the predicted
output trajectories. For bottomhole pressure, a typical functional
is the maximum deviation beyond bounds over the horizon. For
surface handling, a functional is the maximum free-gas proxy at
surface or the maximum gas volumetric outflow proxy. For pit
volume, a functional is maximum pit excursion. For a generic
constraint functional C, one can compute exceedance probability
and conditional tail expectation:

VaR,C =inf{c: PC < ¢ > a}
CVaR,C =EC | C > VaR,C 4.2)

These quantities can be computed from counterfactual samples.
In a causal framework, these risk measures are conditioned on
the observed history, so they represent a posterior predictive risk
given current information [26].

Counterfactual evaluation can be used not only to compute
risk but also to compute causal effect measures: how much does
a proposed intervention reduce expected surface gas proxy or
increase expected pit excursion? Such effect measures can guide
decision support in a multi-objective setting where constraints
trade off. The framework emphasizes that these effects are not
purely correlational; they are computed under do-operations on
interventions, holding latent disturbances fixed. This allows one
to attribute changes to interventions rather than to co-occurring
disturbances.

Computationally, counterfactual prediction requires repeat-
edly simulating the SCM under different interventions. Because
the SCM is a reduced model with learned mechanisms, simula-
tion is cheap enough for short horizons. However, uncertainty
propagation can be costly if naive Monte Carlo is used. The
framework therefore uses structured sampling: it samples a lim-
ited set of disturbance scenarios that cover posterior uncertainty
directions most relevant to risk, as determined by the posterior
covariance and sensitivity of constraint functionals [27]. This is
a targeted ensemble approach. Additionally, for small perturba-
tions in intervention trajectories, local linearization of the SCM
around the current posterior mode can yield fast approximations
of expected effects, while full nonlinear samples are reserved
for evaluating tail risk.

A practical concern is that counterfactual predictions can
be fragile if the learned mechanisms are not valid under the
proposed interventions. The invariant-causal learning stage
mitigates this by preferring mechanisms that are stable across
observed intervention regimes. Yet counterfactual interven-
tions may explore slightly different regimes. The framework
therefore restricts counterfactuals to admissible intervention
classes defined by operational constraints and observed regime
coverage. When counterfactuals extend beyond coverage, the
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model inflates uncertainty and reports lower confidence rather
than producing sharp predictions [28].

Counterfactual inference is also useful for distinguishing
swelling-driven pit gain from free-gas-driven pit gain. Consider
a factual history in which pit gain increases under nominal
backpressure. The SCM posterior may assign probability mass
to both high-dissolved and high-free regimes. A counterfactual
increase in pressure can have opposite effects in these regimes:
in a swelling-buffered regime, increased pressure can increase
solubility and increase swelling contribution, potentially in-
creasing pit gain while reducing free gas; in a free-gas regime,
increased pressure compresses free gas and can reduce pit gain
and surface gas proxy. By simulating both regimes under the
counterfactual and comparing predicted measurement signa-
tures, one can design an informational intervention. The present
paper does not propose an explicit control policy, but it shows
that the causal model naturally supports such informational
counterfactuals, and it can quantify how an intervention would
reduce regime ambiguity [29].

The next section addresses the algorithmic implementation of
learning and counterfactual inference, including sparse optimiza-
tion, online updates, and numerical stability under inequality
constraints and partial observability. It also discusses identifia-
bility limits and failure modes, which are central for responsible
decision support.

5. Algorithms, ldentifiability, and Numerical
Stability for Online Deployment

Implementing a causal identification layer in drilling requires
attention to computational constraints and to identifiability under
partial observability. A model that is theoretically appealing
but numerically unstable under real sensor conditions is not
useful. This section presents algorithmic strategies that maintain
stability and provides a structured discussion of identifiability
limits inherent in the problem.

The learning problem combines latent state inference with
mechanism parameter learning under invariance constraints.
This is naturally posed as a constrained variational inference
problem, where the posterior over latent trajectories and param-
eters is approximated [30]. The objective combines a data likeli-
hood with priors and invariance penalties. A practical algorithm
is intervention-conditioned amortized variational inference: an
encoder maps windows of measurements and interventions to
posterior parameters for latent variables, while mechanism pa-
rameters are learned by maximizing an evidence lower bound
augmented with invariance penalties. Amortization yields fast
online inference, while maintaining a mechanism model that is
shared across time.

However, unconstrained amortization can violate physical
bounds. To prevent this, the latent variables corresponding to
partition and swelling are parameterized with bound-preserving
transforms, and the encoder outputs unconstrained parameters
that map into admissible ranges. The mechanism models simi-
larly use parameterizations that guarantee monotonicity where
needed. For example, the swelling map is parameterized so its
derivative with respect to dissolved inventory is nonnegative



over the range [31]. This can be achieved by expressing the
derivative as a positive function and integrating, or by using
monotone spline parameterizations with positive coefficients.
These design choices reduce the risk that the learned model uses
physically implausible paths to satisfy invariance penalties.

Optimization is performed with alternating updates: latent
trajectories are updated given current mechanisms, then mech-
anisms are updated given latent trajectories, with invariance
penalties computed over environments. Because environments
are defined by intervention regimes, minibatching by environ-
ment ensures that invariance gradients are informative. To
avoid degenerate solutions where the model forces invariance
by making outputs insensitive to inputs, the objective includes a
predictive adequacy term and a mechanism complexity penalty
that discourages trivial solutions. Additionally, counterfactual
validity checks are used: mechanisms are tested on held-out
intervention regimes to ensure they generalize.

Identifiability is limited by the nature of available sensors
[32]. Without downhole measurements, pressure distribution
proxies are weakly identifiable, and free vs dissolved partition
can be ambiguous because both affect pit volume and pressure
in coupled ways. The causal framework does not eliminate this
ambiguity; it quantifies it. The posterior may remain broad in
certain directions. The operational value lies in recognizing
when ambiguity is intrinsic and avoiding overconfident decisions.
The framework provides diagnostics based on posterior covari-
ance and on invariance residuals. If invariance residuals remain
high across environments, this suggests the mechanism model is
misspecified or that the assumed parent set is incorrect [33]. If
posterior covariance remains large despite diverse interventions,
this suggests an information limitation.

A key confounder is friction variability. Friction changes
can mimic certain pressure deviations that would otherwise
indicate gas holdup. If friction is modeled as a latent drift
parameter, it can absorb deviations and reduce spurious influx
inference, but it can also reduce sensitivity to real influx if
friction is allowed to vary too freely. The causal approach
addresses this by using invariance: friction mechanisms should
be stable across environments in their functional form, even
if their parameter drifts slowly. By penalizing environment-
specific friction behavior, the model is encouraged to attribute
deviations that correlate with interventions to actuation paths,
and deviations that persist across intervention changes to latent
disturbances. This does not guarantee correct attribution, but it
improves robustness [34].

Numerical stability is enhanced by using smoothing rather
than filtering. Filtering updates can be brittle when measure-
ments are correlated and when model mismatch is present.
Smoothing over a sliding window allows the model to use future
observations to disambiguate current latent states, which is espe-
cially valuable under intermittent telemetry. The causal learning
and inference can be implemented as a windowed smoother,
with states and disturbances over the window jointly inferred.
Sparsity arises because dynamics factors connect consecutive
time steps, enabling efficient Gauss—Newton updates. The varia-
tional representation can exploit this sparsity by using a banded
precision structure.

Intervention semantics also help numerical stability [35]. By
explicitly representing Uy, as intervened variables, the model
avoids learning spurious feedback from measurements to inter-
ventions, which would be acausal and destabilizing in online
deployment. The model uses the known intervention trajectory
as an exogenous signal. When intervention commands differ
from realized actuator behavior due to delays or nonlinearities,
actuator states can be modeled explicitly as additional latent vari-
ables driven by commands, preserving causality while capturing
actuator dynamics.

The algorithm must also handle missing data. Missing mea-
surements are common in drilling due to sensor dropouts. In
a probabilistic model, missing data corresponds to absent like-
lihood factors. The posterior then contracts less, but inference
remains defined [36]. Uncertainty grows under missing data,
which is appropriate. When data resumes, smoothing over the
window re-incorporates it. This is more stable than ad hoc
imputation, because the model explicitly propagates uncertainty
rather than filling missing values with point estimates.

Finally, the system must be robust to property-model mis-
match. Because PVT properties can be uncertain and correlation
errors can persist, the model includes PVT scaling parameters
with priors. These parameters modulate density and viscosity
within plausible bounds [37]. The causal approach uses inter-
vention variation to reduce sensitivity to these parameters by
learning invariances that hold across regimes. When uncertainty
remains, the posterior reflects it, and counterfactual risk esti-
mates include it. This is preferable to a deterministic model that
hides mismatch inside state estimates.

The next section reports numerical studies that evaluate
the causal identification framework in scenarios designed to
stress managed pressure actuation, dissolution buffering, friction
variability, and sensor bias. The focus is on regime discrimina-
tion, counterfactual risk differences, and stability under limited
telemetry.

6. Numerical Studies and Discussion

The numerical studies are designed to evaluate whether an inter-
ventional causal identification approach can provide practical
benefits relative to purely correlational or purely residual-based
approaches in managed pressure drilling settings. The studies
use synthetic datasets generated from a separate simulator that
includes compressible hydraulics, frictional pressure losses, and
a partitioning mechanism between free and dissolved gas with
swelling effects [38]. The causal model used for inference
is intentionally reduced and includes uncertainty in closure
parameters to reflect realistic mismatch.

Several classes of scenarios are considered. In nominal
scenarios, there is no influx, but managed pressure actuation
is active, including choke steps, ramps, and pump changes.
Friction varies slowly due to cuttings loading. Sensor bias
drifts slowly in pit measurement. The objective is to test false
positives and baseline stability. In influx scenarios, an influx
occurs with uncertain onset and magnitude [39]. Two regimes
are emphasized: a dissolution-buffered regime with strong
solubility and swelling effects, and a free-gas-dominated regime
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with weak solubility. Actuation continues in both regimes, and
the goal is to test whether the causal approach can separate
actuation-induced transients from influx-induced effects, and
whether it can distinguish buffered swelling-driven pit gain from
free-gas-driven compressibility patterns.

In nominal scenarios, the model learns invariant mechanisms
across intervention regimes and yields posterior distributions
over latent variables that remain concentrated near nominal.
The invariance penalty suppresses spurious predictive paths
that would otherwise attribute certain actuation-induced pit
variations to gas inventory changes, because those paths fail
to remain invariant across different intervention patterns. The
posterior over friction parameters adapts slowly, and the posterior
over pit bias accounts for drift. The result is that the inferred
influx disturbance remains near zero with high probability, and
counterfactual risk estimates for near-term surface gas handling
remain low. This baseline behavior is essential for operational
use because frequent false alarms under routine actuation would
render any decision support system unusable [40].

In dissolution-buffered influx scenarios, early pit gain arises
primarily from swelling-driven volumetric return changes while
free-gas holdup remains limited. Surface pressure responses can
be modest and confounded with actuation. The causal model
assigns posterior mass to increased dissolved inventory and
increased swelling proxy while keeping free-gas proxy relatively
bounded. This assignment is not based on pit gain alone; it
arises because invariance across intervention regimes rejects
explanations in which pit gain is produced by free-gas com-
pressibility when pressure interventions should have produced a
different signature under that regime. In counterfactual evalua-
tion, a pressure-increasing choke trajectory produces predicted
reductions in free-gas proxy while potentially increasing pit ex-
cursion risk, whereas a pressure-decreasing trajectory increases
free-gas proxy risk. These counterfactual differences are consis-
tent with the model’s partition structure and provide a basis for
regime-sensitive decision support [41].

In free-gas-dominated influx scenarios, the posterior shifts
toward increased free-gas proxy and increased compressible
storage proxy, with a smaller increase in dissolved inventory.
Pressure and flow coupling features become more informative
because free gas affects pressure transients more directly. In
these scenarios, counterfactual pressure-increasing trajectories
reduce predicted surface gas proxy and reduce pit gain, reflecting
compression of free gas. The causal effect estimates differ from
buffered scenarios, and the model’s regime diagnostic based
on partition posteriors reflects that difference. Importantly, the
causal model does not need to perfectly simulate migration to
provide this distinction; it relies on invariance across intervention
regimes and on causal partition pathways that constrain how pit
and pressure should co-vary.

Friction variability scenarios test confounding. When friction
increases without influx, pressure rises and flow-out changes can
resemble influx signatures [42]. A correlational detector can
misclassify such scenarios. The causal model represents friction
as a mechanism parameter that can drift slowly. Because friction
affects pressure in a way that remains consistent across interven-
tion regimes, the invariance constraint encourages the model
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to attribute pressure deviations that persist across interventions
to friction rather than to influx. This reduces spurious influx
posterior mass. When an influx is present concurrently with
friction change, ambiguity increases, and the posterior reflects
it rather than collapsing. This is a central objective: to avoid
overconfident misattribution when the data does not support a
unique explanation.

Sensor bias scenarios evaluate robustness [43]. Pit bias drift
can mimic swelling-driven pit gain if not modeled. The causal
framework includes explicit bias states and penalizes rapid bias
changes through priors. When pit drift is slow and consistent
with bias dynamics, the model attributes it to bias rather than
to swelling. When pit changes correlate with pressure and flow
patterns inconsistent with bias-only explanations, the model
shifts posterior mass toward swelling or free gas as appropriate.
This demonstrates that explicit bias modeling is not optional in
this setting; it is required to prevent spurious causal conclusions.

Closure mismatch scenarios examine the influence of PVT
scaling uncertainty. When gas density mapping is perturbed in
the data generator, pressure predictions shift [44]. If the causal
model ignores this, it may attribute pressure mismatch to gas
inventory changes. By including PVT scaling parameters with
priors, the causal model can attribute part of the mismatch to clo-
sure uncertainty, widening posterior intervals for risk measures.
This yields more conservative counterfactual risk estimates,
which is preferable to confident but wrong decisions. The trade-
off is that uncertainty can remain large, highlighting the value of
additional sensing or of more informative intervention diversity.

Ablation studies illustrate which components of the frame-
work are essential. Removing invariance penalties increases
sensitivity to environment-specific correlations and increases
false positives under actuation [45]. Removing thermodynamic
partition structure causes the model to conflate swelling and free
gas, reducing interpretability and distorting counterfactual risk
directionality under pressure changes. Removing explicit bias
states causes pit drift to be misattributed to swelling, increasing
false buffered-influx diagnoses. These ablations reinforce that
the causal formulation is not a single trick; it is an integrated
design in which intervention semantics, invariant learning, and
physically constrained latent partition jointly reduce ambiguity.

The studies also highlight limitations. If intervention di-
versity is low, invariance provides limited leverage because
environments are not sufficiently different to reveal spurious
correlations. If the system operates nearly at steady conditions
with minimal pressure modulation, dissolution-buffered and
free-gas regimes can remain difficult to distinguish from surface
data alone. In such cases, the model reports broad posteri-
ors and counterfactual risk intervals that overlap, reflecting
limited information [46]. This is an honest representation of
uncertainty rather than a failure, but it implies that operational
decisioning must rely on conservative policies or on targeted
informational interventions. The causal model can quantify
which interventions would be most informative by computing ex-
pected differences in counterfactual signatures between regimes,
though implementing such interventions must respect safety
constraints.

Overall, the numerical studies indicate that treating managed



pressure drilling diagnosis as an interventional causal identi-
fication problem can improve robustness to actuation-induced
transients and can yield regime-sensitive counterfactual risk
assessments that distinguish swelling-buffered behavior from
free-gas-dominated behavior under identical early pit trends.
The causal approach does not eliminate the need for physical
modeling; it reuses physical structure in a way that supports
invariance and counterfactual reasoning.

7. Conclusion

This paper developed an interventional causal identification
framework for diagnosing dissolution-buffered gas influx in
managed pressure drilling. The core contribution was a struc-
tural causal model that explicitly represents partitioned gas
inventories, swelling-mediated constitutive pathways, actua-
tor interventions, sensor biases, and closure uncertainties as
distinct mechanisms, enabling causal effect estimation under do-
operations on choke and pump trajectories. An invariant-causal
learning objective was derived to exploit routine intervention
diversity as quasi-experimental variation, enforcing stability
of key mechanisms across operating environments while pe-
nalizing spurious predictive paths that fail under intervention
shifts [47]. Thermodynamics-augmented latent variables were
parameterized with bound-preserving transforms and physically
constrained mechanisms to prevent unphysical explanations
for pit and pressure patterns, enabling regime diagnostics that
separate swelling-consistent pit gain from free-gas-driven com-
pressibility patterns. Counterfactual inference was then used
to compute short-horizon risk distributions under hypothetical
interventions, supporting decision support based on causal effect
estimates rather than on correlation-driven alarms.

The framework was motivated by structural ambiguity in
early-stage signals and by the need for stability under persistent
actuation and closure mismatch. Manikonda et al. (2020) [3]
and Manikonda et al. (2021) [19] provided early thermodynamic
modeling pathways for, respectively, quantifying kick-gas disso-
lution in oil-based drilling fluids and characterizing kick-induced
mud swelling, and the present work leveraged those conceptual
mechanisms as constrained latent structure rather than as central
objects of study. Remaining limitations arise from intrinsic
observability constraints under sparse sensing and limited in-
tervention diversity, and from the need to calibrate uncertainty
envelopes for closure parameters conservatively, especially when
property correlations exhibit residual errors. Future work can
integrate richer temperature coupling when thermal variation
is a dominant driver of solubility over the relevant horizon,
incorporate additional telemetry channels when available, and
couple causal risk estimates to risk-aware actuation policies
that explicitly balance safety and information gain. Within
the present scope, interventional causality offers a principled
route to make managed pressure drilling diagnosis more robust,
interpretable, and aligned with the decision structure imposed
by continuous boundary actuation [48].
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